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Welcome

Welcome to the Future of Decision-Making Project’s conference.

As Al-enabled systems become increasingly integrated into high-stakes decisions - from
military operations and intelligence analysis to crisis management and clinical care - we face
important questions about how these technologies shape human judgment, accountability,
and responsibility.

Today's conference brings together scholars, practitioners, and operational experts to
explore these questions, assess the current state of the field, and identify priorities for future
research.

On behalf of the Future of Decision-Making Project at Stanford's Center for International
Security and Cooperation, thank you for joining us. We look forward to a thoughtful and
engaging discussion.

Brad Boyd
Founder and Senior Advisor, FODM



Keynote:

Advanced Al in Military Operations: Epistemic
Dependence or Epistemic Capture? What's the Dif-
ference and When Does One Become the

Other?

Military decision-makers have always relied on systems and staffs that know more than
they do. Advanced Al raises a harder question: not just who decides, but who frames
the decision. As Desireé Lorell puts it, “The machine didn't decide, but it decided what
was decidable.” Yet commanders still answer for the outcome. Shanahan draws a sharp
line between dependence and capture. Dependence is when we cannot recreate what
the machine knows. Capture is when we can no longer challenge how it has framed
what we know. He examines where that line falls, whether advanced Al fundamentally
changes the answer, and what an accountable chain of human assurance must look
like as Al moves into the center of military decision-making. The goal is not to keep
the machine out of the decision, but to keep the human capable of contesting it.

Lt. Gen. Jack Shanahan




Panel: Al and the Path to Cognitive Surrender

Lieutenant General John (Jack) N.T. Shanahan, United States Air
Force, Retired, retired in 2020 after a 36-year military career. In
his final assignment he served as the inaugural Director of the
U.S. Department of Defense (DoD) Joint Artificial Intelligence
Center (JAIC). Jack served in a variety of operational and
staff positions in various fields including flying, intelligence,
policy, and command and control. He commanded at the
squadron, group, wing, Agency, and Numbered Air Force
 levels. As the first Director of the Algorithmic Warfare Cross-
Functional Team (Project Maven), Jack established and
led DoD's pathfinder Al fielding program charged with
bringing Al capabilities to intelligence collection and analysis.

Nand Mulchandani is a serial entrepreneur with a passion
for public service and a love for small, fast-moving teams
focused on disrupting big markets. He was most recently
the chief technology officer (CTO) at the Central Intelligence
Agency and the CTO and acting director of the US
Department of Defense's Joint Artificial Intelligence Center.
Prior to pivoting to government service, Mulchandani was
cofounder and CEO of multiple successful start-ups—Oblix Inc.
(acquiredbyOracle),Determina(acquiredbyVMware),OpenDNS
(acquired by Cisco),and ScaleXtreme (acquired by Citrix). He was
a Senior Executive at VMware and Citrix and started his career as
a Compiler Engineer at Sun Microsystems. Mulchandani has a
degree in Computer Science and Math from Cornell University,
a Master of Science in Managementfrom the Stanford Graduate
School of Business, and a Master of Public Administration
from Harvard's John F. Kennedy School of Government.

| Brad Boyd is the Founder and Senior Advisor of FODM . Boyd's

research interests focus on the integration of emerging
technology into warfare and national security. Boyd is
particularly interested in the rise of automation and autonomy
in military systems, to include decision making, planning,
information operations, enterprise operations, and weaponry.
Boyd also looks at the way US, Chinese, and Russian military
integration of emerging technology affects military, economic,
and social stability. Prior to joining Hoover, Boyd served as a
defense and foreign policy advisor to Senator Angus King and
as Senator King's representative to the Cyberspace Solarium
Commission. Boyd also served as the director of Al-enabled
warfighting capability development at the US Department
of Defense's Joint Artificial Intelligence Center and as the
director of General Mark A. Milley's coordination group.




RESEARCH PRESENTATIONS




Command by Algorithm? AI-DSS and the Allocation of Battle-

field Risk

Andrew Bell, Ph.D., and Jacquelyn Schneider, Ph.D.

Corresponding author: ambell@stanford.edu

Introduction

On July 3, 1988, operating in the hazardous
waters of the Persian Gulf, the USS Vincennes
(CG-49) detected a potentially hostile air con-
tact that appeared to be heading toward the
ship. In the high-stakes, time-compressed
threat environment, the ship's automated
Aegis Combat System tracked the contact, is-
suing machine-generated cues that, through
crew misinterpretation, led to the narrowing
of the range of tactical alternatives consid-
ered by the crew. Under time pressure, and
with the contact subsequently classified as
hostile, the Vincennes’ commander gave the
order to launch (Rochlin, 1990). The resulting
shoot-down of Iran Air Flight 655, a commer-
cial airliner, killed 290 civilians, inflaming the
already tense geopolitical relations between
the U.S. and Iran. The incident also illustrated
how automated systems can structure per-
ception and decision-making in ways that
lead to increased risk of command error and
civilian harm under operational pressure.

Decades later, automation has made a rev-
olutionary leap on the modern battlefield;
Al-enabled weapons, communications, and
decision-making tools now proliferate across
conflict. But while Al is often framed as a
transformative technology that can revolu-
tionize the speed, scale, and lethality of mod-
ern warfare, its more consequential effects
may lie in its implications for military com-
mand. Al is not only changing how militaries
fight; it is reshaping how decisions about the
use of violence are generated and executed.

Al and the Combatant’s Trilemma

Al-human command decisions aren't just

about making the “best” decisions, they rep-
resent a trade-off between military advan-
tage, the protection of friendly forces, and
the harm imposed on civilians in war. The
tension between the values of this “com-
batant’'s trilemma” often forcing command-
ers to choose the ‘“lesser evil” in the con-
duct of military operations (Bell, 2022). In
military operations, the balancing of these
three competing values depends not only on
commanders’ preferences but also on com-
mand relationships—the processes and dy-
namics through which commanders struc-
ture decision-making, communicate intent,
and direct and constrain the use of force.

The introduction of Al into the combatant's
trilemma poses obvious risks. Research on
LLMs within scenarios and games finds that
agents are more likely to use violence and
earlier in a conflict than humans (Lamparth
et al, 2024). Similarly, a study on LLMs and
the laws of armed conflict concluded that
LLMs consistently violated legal principles
on the use of force (Drinkall 2025). This re-
search suggests that, when balancing the
trilemmma, existing models may overem-
phasize military advantage or protecting
friendly forces over civilian harm—thus in-
creasing the chance that Al-enabled war-
fare makes war more dangerous for civilians.

But there is significant variation in agent
behavior across models and user prompts
(Payne, 2026) and militaries across the world
insist that humans will retain final deci-
sion-making. How then might Al affect the
combatant’s trilemmma—regardless of mod-
el tendencies in a world where militaries are
not directly substituting Al recommenda-
tions for human decision-making? We argue
that Al-enabled decision support systems



(AI-DSS) significantly reshape commanders’
decisions about the trilemma by: 1) reorgan-
izing how judgment is produced within mil-
itary organizations; 2) compressing time and
decision-making processes; and 3) reshap-
ing how command knowledge is convert-
ed into judgment as part of operational art.

How military organizations build these com-

mand processes may ultimately determine

whether Al makes war more or less danger-
ous for civilians.

1. Organization: Al Reshapes Staff Cogni-
tion and Command Processes

Warfighting is increasingly a hybrid form
of human-machine judgment rather than
a purely human or machine process (Sch-
neider & Macdonald, 2025; Jensen et al,
2023) As Boyd and Saade note, Al-enabled
warfighting is a hybrid cognitive process in
which machines not only execute human
decisions but also structure the information,
options, and judgments from which those
decisions emerge (Boyd and Saade 2025).

As Al systems generate courses of action,
prioritize targets, and structure operational
choices, they increasingly shape the cognitive
environment in which staffs operate (Horowitz
et al. 2024, Chapa and Cantu 2025). Emerging
evidence from military experimentation sug-
gests that these systems can anchor thinking
within command environments. In planning
cycles, staff personnel may treat Al-gener-
ated options as an initial baseline, adjusting
around them rather than developing alterna-
tives independently (Wilcox & Metcalf, 2026).
A broader body of research shows that auto-
mation bias and anchoring effects can lead
individuals to rely on machine-generated out-
puts, even when those outputs are flawed. If
Al systems increasingly define the initial set of
options, they shape the decision space before
commanders engage with it (Denzel, 2026).

2. Time: Compressing Space for Human
Judgment

A central promise of military Al is speed (Ira-
qi, 2024). Al in military decision-making
drastically speeds up the time in which op-
erational plans can be developed, target
packages can be generated, and targeting
cycles can be executed. Al in operational
planning can compress decision cycles from
hours or days to seconds (Jensen et al.,, 2025).

While these systems increase the tempo of
decision-making, they can also reduce the
cognitive space and opportunity for inde-
pendent human judgment. As the space for
command reflection narrows, decision-mak-
ing can become more reactive than gen-
erative—less about developing and weigh-
ing options than selecting among those
generated by an opaque software process.

Israel’'s use of the Lavender system in Gaza il-
lustrates the point: according to investigative
reporting, the AI-DSS target generation sys-
tem reportedly led Israeli officers to spend less
than half a minute on vetting targets, lead-
ing these officers to characterize their role as
a “stamp of approval” in a targeting process
largely driven by Al. Such reports suggest that
in such high-tempo operations, while for-
mal human authorization remained in place,
the time and space for independent human
judgment narrowed sharply (lragi, 2024).

Under these conditions, the values of mis-
sion accomplishment and force protec-
tion—objectives that lend themselves to
rapid assessment and salient mission ef-
fects—are more likely to dominate. Civilian
protection, which often requires additional
deliberation and restraint, risks being de-em-
phasized. Speed, in other words, reshapes
the conditions under which tradeoffs are
made—and the direction in which the com-
batant's trilemma tensions are resolved.



3. Knowledge: Opaque Al and the Exter-
nalization of Judgment

A third shift is in many ways less visible but
potentially the most consequential. Advanced
Al systems can generate recommendations
that are difficult to fully explain. Commmand-
ers may be asked to act on outputs whose in-
ternal reasoning they cannot independently
reconstruct—what some have described as
reliance on “alien oracles” (Wehmeyer, 2025).

Opaque Al systems complicate this process
in three ways. First, they weaken contest-
ability: If commanders cannot understand
how a system arrives at an operational rec-
ommendation, it becomes harder to inter-
rogate the assumptions embedded in that
recommendation—assumptions about tar-
get value, civilian presence, or acceptable
risk. More importantly, an Al system may
not just provide an answer; it can shape or
even determine what elements are counted
as relevant in the decision-making process.

Second, opacity can generate false confi-
dence (Macdonald & Schneider, 2018). Ma-
chine outputs often appear precise and
comprehensive, encouraging deference,
especially under time pressure. In particu-
lar, researchers find that Al imbues overcon-
fidence, especially in tasks the individual
is otherwise not expert in (Fernandes et al
2025). Such overconfidence can further cre-
ate potential for error in decision-making.

Third, and most important, opaque systems
lead to the externalization of judgment.
With AI-DSS, commanders may retain for-
mal authority (Horowitz, 2025) but the sub-
stantive reasoning behind decisions is likely
embedded, at least partially, in the system
itself (Chapa, 2024). The mere presence of a
human decision-maker does not resolve this
problem; even human-in-the-loop systems
can distort judgment when machine out-
puts shape decisions on grounds that can-
not be adequately scrutinized (Chapa, 2024).
This dynamic also contributes to what can

be characterized as “distributed moral dis-
tance” (Chapa, 2022). Responsibility for the
use of force is spread across a network of ac-
tors—engineers, analysts, staff officers, and
machines—such that, with Al-assisted deci-
sion-making, no single individual fully experi-
ences themselves as the decisive moral agent.

Within the trilemmma, this matters because the
critical question is not only how much harm
is predicted, but how competing values are
weighed. Al may improve what militaries can
know, but it can also reshape how that knowl-
edge is converted into judgment and who, in
practice,isexercisingit(Jensen&Tadross,2023).

Conclusion

Al-DSS have significant implications for com-
manders' role in warfare and the nature of
violence inflicted on the battlefield. Ultimate-
ly, we do not claim that AI-DSS necessarily
or inherently increase civilian harm. Rather,
we argue that the integration of AI-DSS can
reshape how commanders weigh the com-
peting values of the combatant’'s trilemma,
leading to prioritization of more quantifiable,
machine-legible mission and threat values
over risks to civilians. The central challenge,
therefore, is not merely to enable faster, more
lethal military operations, nor to keep com-
manders in the loop during these operations,
but to ensure that civilian populations remain
fully visible within the judgments AI-DSS en-
able commanders to make on the battlefield.
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When Uncertainty Expands Authority: How Al Work-

flows Can Reduce Scrutiny

Eli Talbert, PhD
The MITRE Corporation

Corresponding author: etalbertl02@gmail.comz

When a Defensible Label Removes a
Safeguard

At 2:17 a.m.,, a pale shape moves along a sec-
ondary road north of friendly positions. At-
mospheric distortion smears its outline.
On the operations center display, it occu-
pies just twelve by eighteen pixels. A track-
ing box closes around it, and a label ap-
pears: VEHICLE. The track remains in the
routine queue. No higher-resolution sensor
is retasked, and no reviewer is alerted. Min-
utes later, the object passes beyond view.

The operations team never sees the model’s
underlying estimate: “pickup-like silhouette,
42% confidence,” with alternatives includ-
ing a civilian pickup, a modified truck, and a
technical—an improvised armed truck—car-
rying a crew-served weapon. To avoid false
specificity and liability risk, the vendor reports
“vehicle” below 60 percent while retaining al-
ternatives internally. A legacy interface then
transmits object_class = vehicle but cannot
carry confidence or alternatives. The generic
label keeps the track in routine processing. An
unresolved specific report would trigger ob-
servation, sensor retasking, or human review.

The object is a technical transporting a
crew-served weapon. Its presence was de-
tected; its threat was not. It proceeds with-
out the added scrutiny that could have
provided warning. Without knowing the
confidence threshold, the opposing force
watches which movements draw additional
sensing or human attention. By varying dis-
tance and exposure under different lighting,
it can learn when ambiguity yields “vehicle”
and routine processing. The attacker has

not caused a false prediction. It has induced
the system to generalize—and proceed.

The Decision Space as an Attack Surface

This essay advances a testable hypothesis:
holding model output constant, a work-
flow that hides a policy-relevant alternative
and routes on a broad fallback label gives
ambiguous cases less scrutiny—and more
permission to proceed—than one that pre-
serves it. Uncertainty becomes dangerous
when confidence rules, lossy interfaces,
and permissive routing remove safeguards.

An Al system’s decision space is the ac-
tions people and machines present, rec-
ommend, allow, or take. A distinction
matters when different answers call for dif-
ferent evidence, safeguards, or permission.
In this specific case, no one team designs
the whole chain. Instead, evidence passes
through choices made by different teams:

Evidence -» model estimate -» confidence
rule -» interface representation -» rout-
ing rule - available or automatic actions

Model developers set confidence rules. In-
terface designers choose fields to send. Op-
erations leaders decide which categories
trigger intervention. Together, these choic-
es create functional and workflow authority.
The end user has operational authority only
if the track shows the distinction and lets
them stop, reverse, or challenge the outcome.

The vendor's “vehicle” fallback avoids false
specificity while retaining the estimate. The
legacy interface drops both confidence and



alternative-label fields. Operations treats
the category as a reason not to escalate, not
just as a description of the evidence. The key
guestion is whether this broader but accu-
rate label should clear the track from scrutiny.

Unlike targeted misclassification, where al-
tered inputs produce wrong classifications
(Eykholt et al.,, 2018), the attacker seeks a
broad fallback that continues routine pro-
cessing and avoids escalation. Selective pre-
diction lets a model withhold an answer
when uncertain (Franc & PrUsa, 2019), but it
helps only if the workflow adds scrutiny or
limits high-stakes action. A correct broad cat-
egory and a well-calibrated confidence score
still do not decide what should happen next.

Ifan opposing force exploitsthe link between a
defensible output and a permissive workflow,
the flaw becomes adversarial decision-space
manipulation. The attack succeeds because
the track leaves scrutiny before anyone can
collect more information or intervene. Bet-
ter sensors and calibration may improve the
estimate, but they cannot tell us whether
the workflow grants the right permissions.

How Ambiguity Shifts Authority

The design flaw becomes an attack only
if an opposing force can create ambigu-
ity, observe a repeatable pattern in the
response, trigger it again, and benefit.

Military history shows this kind of adaptation.
The Taliban observed Coalition forces, shared
discovered vulnerabilities, and deduced lim-
its in national rules of engagement (Afsar &
Samples, 2008; Ryan, 2007). These examples
do not establish that an Al fallback has been
exploited. They show that opposing forces
can learn rules from repeated responses with-
out seeing the rules themselves. The design
becomes exploitable only when a repeatable
link connects broader labels to less scrutiny.

Human teams can adapt when patterns be-
come visible. Here, however, automation de-

termines what receives human attention.
When it routes ambiguous cases away from
review and records a defensible broad cat-
egory, people may never see the pattern.

Component tests can miss this shift in au-
thority. If an evaluation rewards broad cat-
egories or penalizes overly specific errors,
accuracy can rise even while armed vehi-
cles trigger escalation less often. Confidence
may remain calibrated, and every compo-
nent may follow its rule. Each team may
meet its metric while the combined system
declines to escalate on weaker evidence.

The vulnerability spans components and or-
ganizational boundaries. The vendor reports
a broader category to avoid overclaiming
and liability. The integration team preserves
compatibility with legacy software. Opera-
tions limits false alarms by keeping broad
categories in the routine queue. Each choice
can meet its owner’s metric, yet no one owns
the combination. Together, they turn a cau-
tious fallback into permission to proceed.

That permission can bypass review when
routing rules keep the case from a review-
er. A reviewer has operational authority only
if they can see the suppressed alternatives
and retask, stop, or reroute the workflow. A re-
view right that never activates is not control.

A Governance Rule for Uncertainty
The design rule is simple:

When evidence for a distinction that affects
policy becomes weaker, that alone should
not reduce scrutiny or allow more action
without review.

In the road scenario, uncertainty should
prompt longer observation or a sensor re-
task, not reduce scrutiny. Elsewhere it might
justify isolating a network segment. If delay
poses greater danger, an approved emer-
gency rule may allow high-stakes action
with an audit trail. Its justification is the



danger of delay, not a broader label. High-
stakes action must not expand by accident
or without fresh approval. Severity, reversi-
bility, and automation govern the response.

Because the rules create the vulnerabili-
ty together, evaluators must test the whole
workflow, not just its parts. The first phase
adds an audit of routing rules to tests of ac-
curacy, calibration, and robustness. Evalua-
tors run one uncertain output through two
policies: one preserves the unresolved al-
ternatives, while the other falls back to the
broader category. With the model output
fixed, any difference comes from the poli-
cy. The comparison shows whether the fall-
back changes scrutiny, permissions, auto-
mation, or the reviewer’s ability to intervene.

The second phase is an adversarial stress
test. Evaluators add noise or partly block the
image, then repeat the test. An independ-
ent red team watches the system'’s respons-
es to find and repeatedly trigger the fall-
back. If weaker evidence lets a case proceed
with less scrutiny, the system fails unless an
approved rule ties that change to anoth-
er condition, such as the danger of delay.

Automatic human review is not enough if an
attacker can flood the queue or repeatedly
cross its thresholds. The audit should test the
review mechanism under load. Triage should
favor reversible ways to gather information
and reserve review for cases where judg-
ment can change what the system may do.

Each record should link the reported category
to hidden alternativesand theruleittriggered.
Itshould alsorecord laterinterventionsor over-
rides and identify the system version. Anamed
owner must be able to change the thresholds,
displays, and routing rules together. Without
that system-wide power, the organization
can see the problem but cannot control it.

The audit asks a practical question: can ac-
countable people see and change how
uncertainty affects what the system may

do? It turns calls for context-specific over-
sight and distinct human roles (Tabas-
si, 2023), plus warnings about Al outrun-
ning “human firewalls” (U.S. Air Force, 2025),
into a test of who actually has authority.

Al-generated prose can create the same
problem in civilian workflows. A language
model compresses conflicting evidence
and gaps into one summary. The interface
hides the alternatives, and a later rule treats
the summary as settled. People may trust
model explanations too much, and longer
explanations can raise confidence without
improving accuracy (Steyvers et al, 2025).
The audit asks whether this sequence re-
duces scrutiny or allows more to proceed.

Limits

The road case is hypothetical, not evidence of
an exploit in a real system. It follows a single
model output through its confidence rule,
interface, and routing. Historical cases show
how opponents learn from repeated oper-
ational responses. That distinction matters
because the same weak design can exist be-
fore an opponent discovers it, while its oper-
ational risk depends on whether exploitation
is practical. The vulnerability becomes an at-
tack when someone can create, observe, re-
peat, and benefit from the combined effect.

Meaningful human control depends on how
the parts work together: when the confidence
threshold, interface, and routing rule com-
bine, does weaker evidence relax safeguards
before a person acts? The system need not
miss the object to miss the reason to hesitate.
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I. Introduction

Conversations around military decision-mak-
ers’ use of artificial intelligence (Al) have ex-
ploded since the U.S. Department of De-
fense began integrating Al Decision Support
Systems (AI-DSS) into its military operations,
particularly in lIran. Initial reporting would
suggest that the U.S. has extensively utilized
Palantir's Maven Smart System to identify tar-
gets for Operation Epic Fury, demonstrated
by its peak daily usage rising 4,425 percent
(Freedberg, 2026). AI-DSS are computerized
tools that generate analyses, recommenda-
tions, and predictions to inform human de-
cision-making, using machine learning to
work over data sets too large and complex
for traditional systems (Holland Michel, 2024,
p. 3; International Committee of the Red
Cross [ICRC] & Geneva Academy, 2024, p. 8).
Al-DSS should not be confused with Auton-
omous Weapons Systems (AWS), defined as
“any weapon system with autonomy in its
critical functions ... that can select ... and at-
tack .. targets without human intervention”
(Davison, 2017, p. 5). They differ in that AI-DSS
can only “propose military objectives and
give actionable recommendations to its (hu-
man) operators,” but AWS “can engage their
targets on their own” (Viveros Alvarez, 2024).

The goal ofthisessay istoadd tothe discussion
around AI-DSS in two areas. First, while others
have explored the potential risks and reper-
cussions of Al-DSS implementation in military
decision-makingl', few have attempted to

1 See Bearman et al. (2026) and ICRC and Geneva
Academy (2024). Both identify the verification-under-speed

evaluate it quantitatively. Second, despite live-
ly discussion on the necessity of keeping hu-
mans on the loop for AI-DSS (Scherrenburg,
2025, p.18), much lesstime hasgone to offering
a concrete framework for determining if this
human-Al relationship is working as intend-
ed that can be applied across use cases. How
do we know if things are going wrong? In the
absence of a timely alternative, Al-DSS could
be used to evaluate its own decision-making,
opening the door to a closed loop where the
same system that nominated a target also
certifies it was the right one. My contribu-
tion is an independent framework to evaluate
Al-DSS concurrently with the system’s use.

| will argue that incautious AI-DSS use in mil-
itary decision-making increases civilian risk
and thus must be addressed with more ro-
bust risk-management frameworks. Human
approval of Al-DSS-identified military targets
can be nominal only, which creates situations
where Al-DSS operate functionally as fully au-
tonomous lethal weapons systems, raising the
same guestions of compliance with Interna-
tional Humanitarian Law (IHL). This necessi-
tates the imposition of a novel risk framework
for decision-makers that protects civilians by
disaggregating post-strike casualty figures
by age and sex. If the profile resembles the
general surrounding population, escalated
review is triggered, allowing Al-DSS use to be
paused when the system appears to be failing.

Il. AlI-DSS: AWS in sheep's clothing?

Three principles of IHL bind those who

problem without proposing a measure of it.



would utilize AWS: distinction, proportion-
ality, and precautions in attack (Davison,
2017, pp. 7-8). Legal analysis suggests that
compliance with IHL requires limits to law-
ful levels of autonomy in, and a degree of
human control over, weapon systems (Da-
vison, 2017, p. 15). Thus, fully autonomous le-
thal weapons systems, which don't include
human input in the decision-making pro-
cess, cannot be used in compliance with IHL.

Unwary Al-DSS use in warfare risks a similar
outcome because it can deprioritize, to the
point of eliminating, human discretion in
targeting decisions. Since AI-DSS can iden-
tify many more targets than human ana-
lysts, decision-makers may call more strikes
because of action bias (Andersin, 2025, pp.
349-350). Overwhelmed with the quantity
of identified targets and under pressure to
act quickly, automation bias could then lead
to insufficient target review before approv-
al (Andersin, 2025, p. 348). Even when deci-
sion-makers genuinely want to keep humans
on the loop, these compounding biases can
lead to situations where “the functions of tar-
get selection and the application of force are
—in effect — being carried out without any real
human intervention,” resulting in a process
that is analogous to fully autonomous weap-
ons systems and similarly incompatible with
IHL (ICRC & Geneva Academy, 2024, p. 17).

Ill. Case study: Lavender use in Gaza
(worst-case scenario)

The Israel Defense Forces' (IDF) use of Laven-
der, an AI-DSS, is likely the premier example
of insufficient human discretion causing the
lines separating AI-DSS and AWS to collapse.
Tal Mimran, a lecturer at Hebrew University
in Jerusalem who had previous experience in
Israeli military targeting operations, estimat-
ed that, prior to AI-DSS, a group of 20 officers
might produce 50-100 targets in 300 days
(Brumfiel, 2023). Lavender, on the other hand,
generated at least 37,000 target recommen-
dations at an early stage of the war (McKer-
nan & Davies, 2024). One intelligence officer

stated, “I would invest 20 seconds for each
target at this stage, and do dozens of them
every day. | had zero added-value as a human,
apart from being a stamp of approval. It saved
a lot of time” (McKernan & Davies, 2024). This
suggests that in these decision-making pro-
cesses, humans maintain only the “illusion
of control” (Boyd & Saade, 2025), the exact
phenomenon described in the prior section.

Hypothetically, if Lavender was working cor-
rectly, one would expect to see an overrep-
resentation of military-age men in the dis-
aggregated data; that is the pattern OHCHR
verified in Gaza's earlier escalations, where
men aged 20 to 39 accounted for 41 per-
cent of fatalities in 2021. Instead, the fatalities
OHCHR has verified in residential strikes since
October 2023 closely resemble Gaza's age
demographics, and killed women and men
in roughly equal numbers?, which OHCHR
itself reads as raising concerns regarding
compliance with the principle of distinction.

Unit 8200, the IDF’s intelligence division that
developed Lavender, concluded afterrandom-
ly sampling and cross-checking the system'’s
own predictions that it had achieved a 90 per-
cent accuracy rate (McKernan & Davies, 2024).
The unit that built the system is the same one
that validated it, without publishing details
of how the program reached its conclusions.
An unverified, self-reported accuracy rate is
exactly the reason an independent evaluative
framework is needed. It is important to note
that comments from certain Israeli officials
give real reason to doubt the IDF’s care in its
strikes on Gaza (Associated Press & Times of
Israel Staff, 2026). Whether the failure is negli-
gent or deliberate, however, does not change
what the framework's metric would detect.

2 United Nations Office of the High Commissioner for
Human Rights (2024), p. 8, including note 22 on the distribu-
tion of fatalities in the 2021 and 2014 escalations, and pp. 9-11
on distinction and precautions.



IV. Methodology - Disaggregated Civil-
ian Harm Reporting Framework

Lavender is not an American system, but it
shows what the absence of an independent
measure permits; the question is whether the
U.S. process would detect the same pattern.
DoDI 3000.17 already runs a post-strike pro-
cess at the level of the individual strike. A re-
port of civilian harm triggers an initial review
that correlates the allegation against opera-
tional data; where that review finds cause, a
Civilian Harm Assessment Cell conducts an
assessment, and whoever conducts either
step “must not have been directly involved
in the event(s) being assessed” (U.S. Depart-
ment of Defense [DoD], 2023, paras. 4.4.b,
4.5.a). The instruction then specifies what that
assessment records: dates, locations, muni-
tions employed, whether the targeting was
deliberate or dynamic, and, of the casualties,
only “a differentiation between those injured
and killed” (DoD, 2023, para. 4.7.b(6)(b), p. 37).
Age and sex are not required fields. Howev-
er, the same paragraph directs commands to
collect data for congressional reporting, and
the statute requires the annual report to in-
clude, to the extent practicable, the number
of men, women, and children involved3. The
asymmetry is not incidental: collateral dam-
age estimation already reasons about non-
combatant occupancy before a strike, and
combatant commands must incorporate de-
mographic data into planning, while nothing
requires anyone to record afterwards who
was actually hit4 Epic Fury has laid this gap
3 National Defense Authorization Act for Fiscal Year

2018 (2017), § 1057(b)(2)(E), as amended by National Defense
Authorization Act for Fiscal Year 2023 (2022), § 1056(a)(2)

(C), applicable to reports submitted on or after May 1, 2024.

Section 1057(d) permits a classified annex, so a demographic
breakdown could lawfully exist out of public view.

4 Chairman of the Joint Chiefs of Staft (2012), pp. D-A-
31-D-A-32, on the prediction of noncombatant demographics
and the CDE Level 5 Population Density Reference Table; and
McNerney et al. (2021), p. 56, note 54, on the requirement

for combatant commands to incorporate demographic data

as stated in CJCSI 3160.01C. The current revision is CJCSI
3160.01E, July 31, 2024, which is Controlled Unclassified
Information and not publicly releasable.

bare: more than 120 Members of Congress
asked whether Maven identified a school
struck in Minab and whether a human veri-
fied the target, and the answer has not been
made public (Jacobs et al., 2026, Question 3).

| propose two additions to that schema and
one comparison. The assessment should
record the age and sex of the casualties it
counts, and measure that profile against the
civilian population baseline the same instruc-
tion already requires commands to main-
tain during conflict>. Where the observed
profile converges on the general population
instead of skewing toward the demograph-
ic a legitimate strike would produce, that
divergence should be a specified basis for
the recommendation the initial review al-
ready makes on whether to proceed to a full
assessment or to initiate an investigation®.
This is a named criterion under an applica-
ble clause, so no new machinery is needed.

Two design choices follow. Attaching the
comparison this early matters because the
instruction sets no deadline for completing
an assessment and publishes only quarterly;
a signal arriving after an operation has end-
ed cannot pause a system still in use (DoD,
2023, para. 5.3.a). The assessment must
also be conducted at strike level, since
the instruction equally permits assessing
“a still broader series of operations” and
aggregates data “on the scale at which it
was assessed,” which would defeat per-
strike comparison (DoD, 2023, paras. 4.2.d,
4.7b). Demography is also faster to veri-
fy, since combatant status can be slow to

5 U.S. Department of Defense (2023), on the require-
ment to identify and characterize the civilian population,
including “population density, dynamics, and demographics,”
as such information changes during conflict.

6 U.S. Department of Defense (2023), paras. 4.4.d(1)
and (4). The initial review documents its results consistent
with the data requirements of para. 4.7.b and recommends
whether to proceed with an assessment or initiate an investiga-
tion.



establish against a decentralized adversary.

V. Conclusion & Limitations

In conclusion, almost everything this frame-
work needs is already in place. DoDI 3000.17
requires an initial review whenever civilian
harm is reported, requires that whoever con-
ducts it was not involved in the strike, and
ends with a recommendation on whether to
escalate. What it does not require is any re-
cord of who was actually harmed, and that
omission matters, because the demographic
shape of the casualtiesis the clearest available

sign that a process has stopped distinguish-
ing between combatants and civilians. The
Department of Defense would change the in-
struction in two places: what an assessment
must record, and the clause under which
an initial review recommends escalating.

It is important to note what this framework
doesnotclaim.ltmeasureswhetheraprocessis
following its own verification steps rather than
whether a strike was proportionate. It is also a
lagging indicator, which | concedeisareal lim-
itation. Nevertheless, an imperfect signal that
an organization watches closely is more use-
ful than an elegant one that does not yet exist.

Detection that a verification step has failed
while the system is still in use

1. Record 2. Compare

3. Trigger 4. Independence

Age and sex of the
casualties the assessment

That profile against the
civilian population

Divergence as a named
basis for escalated

Whoever reviews was
not involved in the

already counts. baseline.

14.7.b(6}(b) requires The baseline is already
only injured versus maintained during
killed. conflict.

review. event assessed.

14.4.d(1), (4) — a 114.4.b, 4.5.a —
clause that already already required, not
applies. an addition.

DoDI 3000.17 civilian harm assessment, at the level of the individual strike
14.2.d — the scale must be fixed at the strike, not the campaign

Figure 1. The four pillars of the disaggregated civilian harm reporting framework. Shading marks the
three that are additions to DoDI 3000.17; independence is already required.

References

Andersin, E. (2025). The use of the “Lavender”
in Gaza and the law of targeting: Al-decision
support systems and facial recognition
technology. Journal of International
Humanitarian Legal Studies, 16(2), 336-370.

Associated Press, & Times of Israel Staff.
(2026, August 17). Ben Gvir: We should kill
“30 to 40" of Israel’'s enemies in Gaza every
night, “they’re not worthy of life.” The Times
of Israel.

Bearman, T., Rosen, B., & Anderson-Samways,

B. (2026, April 9). Al decision support systems:
A neglected source of military Al risk [Policy
memo]. Institute for Al Policy and Strategy.

Boyd, B. L., & Saade, T. (2025, April 1). Human
cognitive autonomy: Keeping people on the
loop in Al-driven warfare. The Republic.

Brumfiel, G. (2023, December 14). Israel is
using an Al system to find targets in Gaza.
Experts say it's just the start. NPR.
Chairman of the Joint Chiefs of Staff. (2012,
October 12). No-strike and the collateral
damage estimation methodology (CICSI



3160.01A). U.S. Department of Defense.

Davison, N. (2017). A legal perspective:
Autonomous weapon systems under
international humanitarian law. In
Perspectives on lethal autonomous weapon
systems (UNODA Occasional Papers No.

30, pp. 5-18). United Nations Office for
Disarmmament Affairs.

Freedberg, S. 1., Ir. (2026, May 12). “Insatiable
appetite” for Al: Maven usage surged for
strikes on Iran, Pentagon Al chief says.
Breaking Defense.

Holland Michel, A. (2024). Decisions,
decisions, decisions: Computation and
artificial intelligence in military decision-
making. International Committee of the Red
Cross.

International Committee of the Red

Cross, & Geneva Academy of International
Humanitarian Law and Human Rights.
(2024, March). Expert consultation report
on artificial intelligence and related
technologies in military decision-making on
the use of force in armed conflicts: Current
developments and potential implications.
International Committee of the Red Cross.

Jacobs, S, et al. (2026, March 12). Letter to
Secretary of Defense Pete Hegseth on civilian
casualties in Operation Epic Fury [Letter]. U.S.
House of Representatives.

McKernan, B., & Davies, H. (2024, April 3).
“The machine did it coldly”: Israel used Al to
identify 37,000 Hamas targets. The Guardian.

McNerney, M. J., Tarini, G., Sudkamp, K. M,,
Lewis, L., Grisé, M., & Moore, P. (2021). U.S.
Department of Defense civilian casualty
policies and procedures: An independent
assessment. RAND Corporation.

National Defense Authorization Act for Fiscal
Year 2018, Pub. L. No. 115-91, § 1057 (2017), as
amended by National Defense Authorization
Act for Fiscal Year 2023, Pub. L. No. 117-263, §

1056 (2022).

Scherrenburg, M. (2025, August 4). Human
oversight in Al-driven defence: At what
positions do we need the human in the
loop? NATO Command and Control Centre of
Excellence.

United Nations Office of the High
Commissioner for Human Rights. (2024,
November 6). Six-month update report
on the human rights situation in Gaza: 1
November 2023 to 30 April 2024.

U.S. Department of Defense. (2023,
December 21). Civilian harm mitigation and
response (DoD Instruction 3000.17).

Viveros Alvarez, 1. S. (2024, September 4).

The risks and inefficacies of Al systems in
military targeting support. Humanitarian Law
& Policy. International Committee of the Red
Cross.



Al Supported Professional Judgment: Explaining
Situated Human-Machine Decision-making

Timothy Jones
Independent Researcher

Corresponding author: timothy.d.jones@northumbria.ac.uk

Introduction

Al decision-support systems analyse informa-
tion and generate courses of action. Military
planning involves multiple actors, incom-
plete information, changing conditions and
demands exceeding unaided human pro-
cessing capacity (Kase et al, 2022; Probasco
et al,, 2024). Military scholarship raises con-
cerns about automation bias, trust, respon-
sibility and the limits of formal human over-
sight (Johnson, 2023; Erskine & Miller, 2025).
In sport, Al supports tactical analysis, inju-
ry prediction and performance modelling.
However, research has focused primarily on
the performance of these systems, with less
attention to how professionals interpret and
use outputs (Elstak et al., 2024, Teixeira et al,,
2025). Both settings raise questions about Al's
influence on professional judgement, despite
different consequences and accountability.

Al-generated outputs may reinforce exist-
ing interpretations, introduce alternatives,
prompt reconsideration or be discounted
(Fahy et al, 2026; Liang et al.,, 2026; Shandler
et al,, 2026; Wang et al., 2024). Professional
expertise, uncertainty, trust and organisation-
al expectations may shape these responses
(Martins et al., 2026; Nitzl et al., 2025; Lamb
et al.,, 2026; Salatino et al., 2026). This paper
therefore asks: under what conditions, and
through what mechanisms might Al-sup-
ported decision environments enhance, con-
strain, or redirect professional judgement?

To address this question, the paper adopts a
Critical Realism (CR) perspective, which un-
derstands outcomes as contingent on the in-
teraction of causal powers and conditions in
open systems (Bhaskar, 1998; Danermark et

al,, 2002). The comparison examines how task
demands, professional expertise, the timing
of Al advice and organisational arrangements
relate to reported responses (Dugle et al,
2020). Abductive and retroductive reasoning
is used to develop provisional explanations for
this variation, without claiming to verify un-
derlying mechanisms (Meyer & Lunnay, 2013).

Method
Data sources and selection

This paper uses a CR-informed comparative
narrative synthesis of eleven empirical stud-
ies: four from sport and seven from military
settings. Studies were selected purposively
for evidence of how professionals encoun-
ter, interpret or act upon Al-supported infor-
mation. Each study is charted regarding its
setting and design, the Al-supported task,
evidence of human engagement, and the
principal finding and limitations (Table 1).

The reviewed studies include interviews, ex-
periments, simulations and expert evalua-
tions. Findings were synthesised narrative-
ly, without statistical pooling or line-by-line
coding (Rodgers et al, 2009). Findings were
examined within each domain, then the ev-
idence contrasted across seven emerging
analytical issues: what becomes salient, task
structure, acceptance or resistance, expertise,
organisational mediation, repeated interac-
tion and human control (Table 2). These issues
organised the comparison, without imposing
predetermined theoretical codes. Abduction
then involved reconsidering contrasting re-
sponses, including compliance (Salatino et
al,, 2026), aversion (Shandler et al., 2026) and
reconsideration (Liang et al.,, 2026). Retroduc-



tion asked what conditions might explain
these differences, including uncertainty, pri-
or judgement, professional expertise and or-
ganisational arrangements (Danermark et
al,, 2002; Meyer & Lunnay, 2013). The resulting
propositions were considered against sup-
porting and contrasting findings, consistent
with CR comparative reasoning (Ackroyd &
Karlsson, 2014; Williams & Karahanna, 2013).

Empirical Analysis and synthesis Explanatory
]r Narrative synthesis and comparison :
1 1
I 1 Within-domain examination I
: Sport studies :
1 Military studies !
I 1
1 v :
1| 2 | Cross-domain comparison :
!l Seven analytical issues :
1 1
1 ‘ 1
| |
4 3 | Emerging analytical issues .
Reviewed empirical ‘I Identify recurring issues for comparison : Provisional explanatory
studies ! L ; propositions
Interviews, experiments, [ ™ == : : o :
similations, expert j - : Consistent with critical realist
5 1 4 Abduction | comparative reasoning
evaluations | 1
I Reconsider contrasting responses 1
| I
,: l i v
| I Implications for interpretation
1' 5 Retroduction : and future investigation
| 1
I Ask what conditions might explain differences 1
I I
1 1
1 1
| |
I A 4 1
I I
! ¢ Comparison against supporting !
| and contrasting findings i
| 1
e 3

Figure 1. Process of comparative narrative synthesis and explanatory development. Adaptation of Ra-
duescu and Vessey (2009).



Findings and discussion
Timing of Al advice

Aladvicecanenterdecision-makingatdifferent
stages.Inmilitaryplanning,LLMoutputssome-
times reinforced officers’ initial interpretations
during problem framing (Fahy et al, 2026).

Other military studies examined advice pre-
sented immediately before a decision (Sala-
tino et al., 2026) or after an initial judgement
(Tossell et al.,, 2025). Similarly, in simulated
basketball scenarios, coaches sometimes
revised their initial decisions after receiv-
ing Al recommendations (Liang et al., 2026).

Advice received while a problem is being
framed may shape which alternatives are
considered (Agudo et al., 2024) whereas lat-
er advice can be weighed against an existing
judgement (Tossell et al., 2025). Indeed, the
order of advice and evidence has been found
to influence decisions (Aiyer & Yeung, 2025).
Although timing was not isolated as a causal
factor in the reviewed sport and military stud-
ies, evidence suggests that it may condition
Al's influence. This matters for human control
because Al may shape how a problem is un-
derstood even when thefinal decision remains
human (Johnson, 2023; Erskine & Miller, 2025).

Problem structure and uncertainty

The contribution of Al may depend, in part, on
the characteristics of the problem being ad-
dressed. For example, ‘TacticAl’ operates with-
in relatively bounded soccer corner-kick situa-
tions (Wangetal.,2024). By contrast, injury-risk
decisionsrequire practitionerstointerpret pre-
dictions alongside clinical assessments, ath-
lete histories and competing demands (Mar-
tins et al, 2026). This contrast suggests that
the value of Al-generated information may
depend on how readily the problem can be
represented computationally and how much
contextual interpretation remains necessary.

In military settings, Nitzl et al. (2025) found
that Al improved performance under time
pressure, although this advantage weak-
ened when intelligence became ambiguous
or contradictory. One possible explanation
is that Al can contribute more directly when
information and decision requirements are
clearly specified, while uncertainty increases
the importance of contextual professional ex-
pertise (Kase et al.,, 2022; Probasco et al.,, 2024).
From a CR perspective, problem structure
may therefore condition how Al capabilities
are realised in practice, although the available
evidence cannot establish this relationship in-
dependently of other contextual influences.

Responses to Al advice

Military studies suggest that neither compli-
ance nor resistance is an inevitable response
to Al Salatino et al. (2026) found that mili-
tary participants were more likely to follow
incorrect Al recommendations in simulated
drone-strike decisions. In contrast, Shandler
et al. (2026) found that military personnel
were less likely to approve Al-sourced tar-
geting recommendations than comparable
human-sourced recommendations, particu-
larly when anticipated collateral damage was
high. Dobos et al. (2026), meanwhile, found
no significant effect of Al-like labels. These
contrasting findings suggest that respons-
es cannot be explained by generalised trust
alone. The perceived consequences of a de-
cision, the nature of the Al input, and op-
portunities to assess its credibility may help
explain why advice is accepted or resisted.

Evidence from sport research provides further
insight into how professionals evaluate and
respond to Al-generated information. Martins
et al. (2026) described practitioners consider-
ing Al-informed injury-risk predictions along-
side clinical expertise and through multidis-
ciplinary discussion. Liang et al. (2026) found
that Al information sometimes prompted
coaches to revise their initial decision. These
findings can be considered alongside Shan-
dler et al. (2026), who found that military per-



sonnel were less likely to approve Al-sourced
recommendations than comparable hu-
man-sourced recommendations, although
this difference was no longer evident when
additional explanatory information was pro-
vided. While the studies examine different
professional responses, they raise gquestions
about how existing expertise, opportunities
to evaluate Al information and the way rec-
ommendations are presented might influ-
ence professional judgement. Digital literacy
and organisational support for challenging
Al advice may further influence these inter-
actions (Ghorbel et al, 2026; Heng, 2025).
However, the different research designs and
decision contexts limit what can be conclud-
ed about the underlying causal processes.

Organisational mediation and learning

Al advice is interpreted within existing pro-
fessional relationships. Coaches anticipated
analysts mediating outputs (Aarons et al,
2024), while injury-risk predictions were dis-
cussed among coaches and performance
staff (Martins et al.,, 2026). Similarly, military
intelligence adoption reflected team prac-
tices and organisational incentives (Lamb
et al, 2026). Muller et al. (2025) argue that
how systems enter established decision pro-
cesses matters. Across settings, one possible
explanation is that organisational arrange-
ments influence whose expertise shapes Al
advice and whether outputs are questioned.

These arrangements may evolve through use.
Lamb et al. (2026) found analysts increasingly
treating an imperfect machine-vision system
as a tool after learning its limitations. Repeat-
ed engagement might therefore change how
subsequent outputs are evaluated. Yet evi-
dence of lasting organisational transforma-
tion remains limited (Erskine & Davis, 2025).

Contribution to the Future of Deci-
sion-Making project

This paper contributes to the Future of De-
cision-Making project through a compara-

tive account of how Al-supported informa-
tion can influence professional judgement.
It addresses human-machine collaboration
and the implications of Al for expertise, trust
and responsibility, connecting particular-
ly with the project’'s Organisations, Govern-
ance and Capability Development themes.

Organisational and process design should
consider when advice appears and who inter-
prets it. Governance questions include how to
communicate uncertainty, preserve oppor-
tunities for independent judgement and en-
able professionals to challenge recommen-
dations. Capability development concerns
whether professionals can assess Al informa-
tion alongside their own expertise and other
evidence. The synthesis identifies these issues
as priorities for investigation; it does not de-
termine which interventions are effective.

Future research

Future studies should examine Al-supported
judgement as a situated process unfolding
over time. The Critical Decision Method (Klein
et al, 1989) could reconstruct the cues and
interpretations shaping individual decisions.
Abbott (2001) highlights the significance of
event sequence, suggesting comparisons
of advice introduced before and after initial
judgements. Longitudinal research informed
by Archer (1995) could examine how existing
organisational arrangements condition Al
use and whether repeated interaction repro-
duces or changes those arrangements. Such
work would help test the provisional expla-
nations while recognising that timing and
organisational context are potentially con-
sequential, rather than neutral backdrops.
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Table 1. Reviewed Empirical Studies
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(2026) fessional-foot- | diction integration quired clinical |accounts rath-
ball perfor- of prediction [judgement, er than direct
mance staff models into longitudinal observation of
practice knowledge, decisions
organisational
context and
negotiation
Wang et al. Sport; 5 Liver- | TacticAl Expert eval- Al expanded Evaluates
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Table 2. Comparative analysis findings

Analytical issue

Sport evidence

Military evidence

Comparative interpre-
tation

What becomes salient

TacticAl introduces
alternative tactical
configurations; Aarons’
coaches envisage pre-
dictions testing existing
hypotheses.

Fahy shows LLM output
can amplify the user's
initial framing.

Al can influence judge-
ment before the final
recommendation by
changing the informa-
tional field.

Structure of the prob-
lem

TacticAl operates in
bounded corner-kick
situations; Martins
shows injury decisions
require contextual inte-
gration.

Nitzl finds strongest

Al gains in informa-
tion-processing tasks,
with reduced advantage
as ambiguity increases.

The usefulness of Al
appears contingent on
how computationally
tractable the underlying
problem is.

Acceptance versus resis-
tance

Martins describes
contextualisation and
negotiation; Aarons an-
ticipates selective use.

Salatino shows over-re-
liance; Shandler shows
aversion; Dobos finds
little measurable influ-
ence.

Machine outputs re-
ceive different epistemic
weight under different
conditions.

Role of expertise

Coaches and perfor-
mance staff incorporate
history, relationships,
tactical intentions and
individual knowledge.

Lamb shows experts
learn system bound-
aries; Fahy shows prior
framing shapes Al inter-
action.

Professionals actively
mediate Al rather than
merely receive its rec-
ommendations.

Organisational media-
tion

Analysts, coaches, med-
ical/performance staff
and athletes mediate
outputs.

Intelligence teams,
command structures
and organisational in-
centives affect adoption.

Human-machine deci-
sion-making is often a

socio-technical system,
not a human-machine
dyad.

Time and repeated interaction

Very limited direct evidence.

Lamb demonstrates changing
trust and role conceptions
through use; Tossell shows
sequential recalibration.

Human-AI relations may be
recursive, but longitudinal
evidence remains limited.

Human control

Formal coach authority
remains, but Al can shape
options and evidence before
action.

Final authority may remain
human while AT affects
framing, reliance and respon-
sibility.

‘Human in the loop’ does not
by itself establish meaningful
epistemic control.
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Aid Under Strain

The international aid system is facing a crisis
of unprecedented strain. In 2025, the United
States cut bilateral foreign assistance by 56.9
percent following USAID’'s dismantling, and
official development assistance from OECD
DAC members fell 231 percent, the largest
single-year decline on record (OECD, 2026).

Into this moment of aid contraction has ar-
rived artificial intelligence. Within roughly
thirty-six months of ChatGPT's public release,
Al tools have moved from experimental pi-
lots to routine workflows in ministries, do-
nor agencies, and front-line NGOs — driven
less by organizational planning than by peer
pressure and individual initiative'. Early ev-
idence of promise exists: a randomized tri-
al of Microsoft Copilot in Edo State, Nige-
ria produced learning gains equivalent to
1.5 to 2 years of standard schooling in six
weeks (De Simone et al, 2025); Zipline's
drone network cut blood product deliv-
ery times and wastage at remote Rwan-
dan health facilities (Nisingizwe et
al, 2022). The challenge is institu-
tionalizing and scaling these results.

This essay argues that Al's role in deci-
sion-making for foreign assistance and hu-
manitarian aid will shape the next frontier for
aid effectiveness, perhaps more than financial
factors. Just as Al's

military use demands urgent attention, so
does its use in the systems built to prevent

1 Interviews with humanitarian and devel-
opment practitioners in donor agencies in the US,
UK, and Norway, and recipients in Sudan and the

Philippines, March-May 2026.

and respond to conflict.

The central risk is an automation trap: govern-
ments and agencies, facing shrinking budg-
ets and pressure to demonstrate efficiency,
are layering Al onto systems that were already
struggling. Rather than a tool for reform, Al
risks becoming a response to institution-
al decline — compressing decision-making,
displacing expertise, and encoding existing
failures at greater speed and scale. Research
links effective aid to reduced poverty and
conflict risk (Collier & Hoeffler, 1998; Stewart,
2004; Homer-Dixon, 1994), so automated fail-
ures reach beyond recipient communities.
Drawing on practitioner interviews, this es-
say examines the opportunities and risks Al
introduces into aid decision-making and the
reforms organizations must pursue before
automating.

Aid’s Automation Trap

The automation trap is the tendency of in-
stitutions under fiscal or political pres-
sure to deploy Al to optimize existing
administrative structures rather than re-
design flawed decision architectures.
In development, Al would be layered onto
the donor-driven, country-office, vertical-pro-
gramming architecture as an efficiency
play, consistent with DiMaggio and Powell's
(1983) isomorphic pressures, whereby organ-
izations under uncertainty adopt practices
that signal legitimacy to funders and peers
rather than maximize mission effectiveness.

Beyond well-documented linguistic imbal-
ance and substantive bias in many mod-
els against the Global South (Buolamwini



& Gebru, 2018; Sambasivan et al, 2021), Al
embeds assumptions about what deci-
sions need to be made, who is authorized to
make them, how quality is measured, and
who bears the consequences of error (Ac-
emoglu & Johnson, 2023; Crawford, 2021).

In aid decision-making, institutions might
deploy Al for efficiency gains most legible
to those controlling resources, especially in
monitoring and evaluation (M&E) systems,
the evidence chain between field operations
and donor capitals. Automating reporting and
monitoring could make this architecture run
faster without making it work better, and Al's
potential to amplify recipient voices at scale
(Jean et al., 2016; World Bank, 2021) remains
underutilized when institutions skip the rede-
sign step.

Organizational Case: Al-Enabled Results
Monitoring

Development agencies have long operat-
ed under what Michael Power (1997) terms
“audit society” conditions: facing legitimacy
pressure, they generate elaborate evidence
of activity while true impact remains elusive.
Program officers log outputs against do-
nor-specified indicators, which flow upward
into portfolio-level reports that unlock fund-
ing tranches.

Al can serve within this infrastructure asan ac-
celerant,aggregating data across hundreds of
sub-grantees, flagging anomalies, generating
narrative summaries from raw output logs,
and compressing production timelines for
donor reports. In fragile and conflict-affected
states, M&E systems govern resource alloca-
tion for stabilization and conflict prevention,
where development most directly intersects
with international security. When these sys-
tems optimize for donor legibility rather than
operational accuracy, the result can be misal-
located stabilization funds, delayed humani-
tarian response, and interventions calibrated
for reporting metrics rather than local politi-

cal realities.

Al systems trained on standardized data risk
simplifying complex local realities faster but
Nno more accurately: what appears as data
guality improvement may instead be legibility
improvement, where the aid system learns to
see more of what it can already measure, not
more of what matters. Sector-wide normali-
zation of Al adoption compounds this risk, a
pattern Madianou (2019) links to entrenched
institutional power asymmetries.

Consequences for Aid Decision-Making

The automation trap consequences for aid
decision-making, with broader implications
for mission-driven organizations.

First, it accelerates decisions without neces-
sarily improving them. Integrated into flawed
decision processes, Al can produce faster de-
cisions with greater epistemic authority, even
when poorly calibrated to local realities. Algo-
rithmic needs assessments may carry more
institutional weight than field officers’ con-
textual judgment, despite being less sensitive
to political and social conditions (Mohamed,
Png, & Isaac, 2020; Birhane, 2020).

Second, Al can restructure accountability in
ways that privilege institutional legibility over
beneficiary visibility. Organizations that au-
tomate reporting and monitoring improve
transparency to donors while reducing the
visibility of decisions to affected communities.
In lbaji, Nigeria, GiveDirectly's Al-triggered
flood cash program narrowed roughly 39,000
applicants to about 4,600 recipients through
automated and call-center verification. An in-
vestigation found some of the area’s poorest
residents excluded over name mismatches
and phone-charging costs, some without ex-
planation (Ayeni, 2026); GiveDirectly calls its
design choices deliberate tradeoffs favoring
speed and coverage. Because beneficiaries
are far removed from formal accountability
mechanisms, such exclusions can be hard to



detect.

Third, automation can hollow out institu-
tional expertise. Organizations that delegate
cognitive work to Al without preserving the
capacity to interrogate outputs risk eroding
the contextual knowledge required to recog-
nize when systems are wrong. Field officers
become data-entry points and the expertise
needed to interpret local conditions disap-
pears from downstream allocation decisions
(Acemoglu & Johnson, 2023). Interviewees
consistently identified thiserosion of field-lev-
el discretion as one of the least visible but
most consequential risks of unreflective Al
adoption?

Governing the Transition: Three Princi-
ples

Avoiding the automation trap and reaping
Al's rewards requires treating adoption as an
opportunity for institutional redesign.

Redesign before automating. Aid organiza-
tions that map decision-making structures
before deploying Al can better shape out-
comes, building systems that collect benefi-
ciary feedback upstream and use Al to route
funding more directly to local actors and
broaden the voices reaching decision-mak-
ers. In practice, that means a written decision
map before procurement: for each decision
the tool touches, who decides, on what evi-
dence, against what standard, and who bears
the cost of error. Fajrillah et al. (2026) show
the sequence: before designing any ma-
chine-learning integration, they documented
the warning signs Indonesian fishing com-
munities already trust, though no Al system
has yet been built or tested.

Build accountability mechanisms that
measure outcomes, not process efficien-

2 This risk was particularly prominent
among Canadian, Norwegian and British practi-
tioners concerned about Al's impacts on localiza-
tion commitments.

cy. Procurement standards and evaluation
frameworks should require evidence that
Al-enabled systems improve decision quality
against mission objectives, not merely speed
or cost per output. Building on the OECD-
DAC's emerging guidance (OECD, 2026),
funders should require, for Al-enabled target-
ing or verification, exclusion counts by stage
with reasons, the share of payments delivered
late, human review of high-stakes allocations,
and a reasoned notice with human appeal
for each exclusion. Since evaluators remain
responsible for explaining Al limits (Jacob,
2026), Al-generated syntheses should reach
donor reports only after a named evaluator
validates them. Contracts should settle plat-
form and data ownership, including export
and exit rights, since the risk lies in Al run on
infrastructure an organization cannot control
(Vinck & Pham, 2026).

Invest in institutional capacity to interrogate
Al outputs. Organizations that deploy Al sys-
tems they cannot explain to affected stake-
holders must build the analytical and human
capacity to do so, preserving domain exper-
tise and cultures that reward catching ma-
chine errors. Al can bring valuable evidence
and analysis to aid systems, but requisite ex-
pertise in technological tools and verification
infrastructure is needed in the decision chain
for allocation, program design, and evalua-
tion, particularly where decisions are conse-
guential and contestable (George, 2026). Few
organizations can audit models alone, so do-
nors should fund shared assessment capacity
pooled across agencies and regions, and field
staff should hold real authority to override au-
tomated flags (Vinck & Pham, 2026).

Conclusion

The aid automation trap is not a technological
inevitability. Early  evidence of Als
effectiveness in foreign assistance systems
offers real promise that remains unrealized
at scale without organizational redesign. A
sector that automates its way into deeper
dysfunction removes one of the primary



non-military instruments through which
states manage the conditions that generate
security threats, just as strategic competition
over development influence makes effective
aid more consequential. Organizations can
use this window to redesign decision-making
architectures, building Al into structures
that route resources closer to beneficiaries
and preserve the human judgment that
makes accountability real. Those that use it to
automate existing processes will move faster
toward familiar failures.
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“a wealth of information creates a poverty of
attention” (Simon, 1971, p.40).

The rapid rise of emerging technologies like
Artificial Intelligence (Al) poses the risk that
individuals and societies cannot adapt fast
enough to the corresponding cognitive re-
quirements. This potential desynchroniza-
tion between different parts of societies is
described by Rosa (2005/2013) as a result of
acceleration challenging the decision-mak-
ing process. How can humans still make
good decisions when time is short, and in-
formation is incomplete or overwhelming?

As a potential solution, behavioral inter-
ventions can guide humans in their deci-
sion-making process. Hereby, the concepts
of Nudging (Thaler & Sunstein, 2008), Digital
Nudging (Weinmann et al., 2016) and Boost-
ing (Grune-Yanoff & Hertwig, 2016; Hertwig
& Grune-Yanoff, 2017) seem to be promising.
(Digital) Nudges are interventions that steer
behavior by influencing and designing as-
pects of the (digital) decision environment
(Thaler & Sunstein, 2008; Weinmann et al,,
2016). As an extension, Wel3el et al. (2019) pro-
posed Self-determined Nudging in the hu-
man-machine interaction and cooperation to
strengthen the freedom of choice by assess-
ing the goals and aspirations of the individual
and choosing the Nudges accordingly. Boosts
aim to enhance decision-making competenc-
es and thereby empower people to make bet-
ter choices by themselves (Hertwig & Grune-

Yanoff, 2017). Or as Grune-Yanoff et al. (2018)
framed it, Nudges intervene on the individ-
ual’'s choice environment whereas Boosts in-
tervene on their heuristic repertoires. These
concepts have an explicit potential to increase
resilience and adaptability to technologically
enabled developments. The implementation
must be guided by moral and ethical princi-
ples to maintain the autonomy of the human.

We argue that combining Cognitive Boosting
and Nudging (CoBoNu) as a complementary
approach can improve the intentional and ra-
tionaldecision-makingprocessfundamentally.

Towards the CoBoNu framework

In Economics the homo oeconomicus de-
scribes the ideal human, who acts rational
and maximizes utility in economic decisions
(see for example Kirchgassner, 2008). Howev-
er, human decision-making is not as rational
as often assumed. The concept of Bounded
rationality is one of the foundational princi-
ples in behavioral economics (Simon, 1955,
1990). Individuals are biased due to limited
time, knowledge and capacities, and there-
fore use heuristics to overcome these lim-
itations (Tversky & Kahneman, 1974). Kah-
neman (2011) differentiates therefore the
thinking process into two systems: System
1 (fast, automatic, little or no effort) and Sys-
tem 2 (slow, conscious, effortful). Behavioral
interventions like Boosts and Nudges facili-
tate individuals”~ decision-making but differ



in their approach: while Nudges usually tar-
get immediate decision-making, Boosts aim
to provide the necessary competences that
can be used in a specific decision-making
situation (Hertwig & GrUne-Yanoff, 2017; Thal-
er & Sunstein, 2008). We assume that a sys-
tematic combination of Boosts and Nudg-
es (CoBoNu) has great potential to enhance
the individual decision-making process.

One common decision-making model in mil-
itary research is the OODA (Observe — Orient
— Decide — Act) loop (Boyd, 1996, 2018). Figure
1 shows how the CoBoNu approach could in-
fluence different phases of the OODA loop
supported by a smart Al enabled tool. Based
on the concept of Self-determined Nudging
(Wef3el et al, 2019), the human communi-
cates his goals and preferences to an Al en-
abled tool which then develops and applies
corresponding Boosts and Nudges. Boosts
will especially address the Observe and Ori-
ent Phase, and Nudges will influence more
greatly the Decide Phase. Additionally, the
proposed approach will use Boosting as a pre-
stage intervention fostering long-term habit
formation by enhancing the individuals' deci-
sion-making capabilities. In a concrete choice
situation, Boosts will be followed or accom-
panied by Nudges to support the individual.
Moreover, it is supposed to be used iterative-
ly to enhance the decision-making process.

Why do we need Boosts and Nudges?

The study of Igei et al. (2024) highlights the
positive synergistic effect of both concepts in
an energy saving education program, show-
ing that the combination can create long-
term behavior-change effects. Based on Ku
et al. (2026), who demonstrated that Boosts
and Nudges in the context of misinforma-
tion can promote critical thinking, we plan
to explore how the CoBoNu approach can
enhance the security-related decision-mak-
ing process. A combination and/or comple-
mentary synergy of Boosts and Nudges may
increase individuals' resilience. Thereby the
advantages of both concepts will enable bet-

ter and informed judgements. One does not
rule out the other; rather, they will be used in
a way that builds on one another. Ono (2023)
also developed the idea to combine Nudg-
es and Boosts in personal Al agents. Hence,
personalized adaptation, supported by Al
agents, might be the key to addressing the
needs and aspirations of the decision-maker.
In the following, two examples are illustrat-
ed to demonstrate possible domains of use.

Alarming developments in the information
domain are fake news, misleading informa-
tion,or Almanipulated contentthatare spread
especially via different media channels threat-
ening society and democratic systems. Also,
the potential danger of automation bias (Ro-
meo & Conti, 2026) and validating machines
(Krikorian, 2025) is increasing with more ad-
vanced technologies. Therefore, the question
to be answered is how choice architects can
design more confidence building measures
to enhance skills like critical thinking and in-
crease the user's competence to verify the
accuracy of the information? As manipulated
information is also an activity in the cognitive
warfare domain, it is crucial to enable deci-
sion-makers to decide in the best way possi-
ble based on trustworthy and reliable infor-
mation. Boosting and Nudging are possible
interventions against misinformation on the
individual level (Ku et al., 2026; Roozenbeek
et al, 2023). Herzog & Hertwig (2025), based
on McGrew (2024), also recommend boosting
lateral reading to counteract misinformation.
Hence, the CoBoNu framework can be ap-
plied, for example, to debunk misleading in-
formation by developing materials, which ex-
plain how to recognize false information and
enhance critical thinking and lateral reading
(Boosts). In a specific decision situation, in-
dividuals can use their acquired skills to not
trust and share false content, in conjunction
with another Boost that could provide quick
instructions on how to assess the accuracy. To
reinforce the competences, cues could pop
up asking for critical examination of the pro-
vided content (Nudges). Thus, the combina-
tion of short-term intervention and ong-term
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Figure 1: Visualization on how the CoBoNu approach could be integrated into the interaction
between a human and an Al enabled tool, based on the OODA loop (Boyd, 1996, 2018) and
nested OODA loops for decision-making (Flemisch et al.,, 2024)

capability development could provide us-
ers with the required attentive point of view.

As the battlefield is changing with new tech-
nologies, decision-making isalso evolving,and
operators need to adapt accordingly. Espe-
cially in military operations, decision-makers
often face time pressure and unpredictability
(e.g. D'Alessio et al, 2024). The use of digital
systems might change the way decisions are
made. Even more than ever, operators decide
without any direct physical contact with the
tangible consequences of the decision made.
To ensure that humans remain in control, the
concept of Meaningful Human Control (MHC)
needs to be deliberately designed into these
systems (Santoni de Sio & van den Hoven,
2018; Mecacci et al,, 2024). The CoBoNu ap-
proach could facilitate and strengthen the
implementation of MHC elements into these
systems. Nudges might provide necessary
reminders or cues to focus the operator’s
limited attention in a stressful decision mo-
ment. Based on the research of Becker et al.

(2022), automatically generated decision-aids
by Al can be used to boost and improve hu-
man decision-making. Hence, such Al-gen-
erated boosts may also facilitate more re-
sponsible and effective usage of systems
supporting the individual learning process.

In such discourses it is crucial to differentiate
between requirements and domains to bal-
ance demand and supportaccordingly. There-
by, CoBoNu interventions and an applied tool
should be designed in an ethical manner to
provide support without restricting freedom
of choice. Policies must ensure that no pa-
ternalistic or improper interests are pursued
and that the implementation is aligned with
legal regulations. Transparency, independ-
ence and MHC should remain core principles
of the CoBoNu framework and a possible ap-
plied digital tool. Further exploration of which
specific behavioral interventions provide the
most effective and ethical support, especially
in security-related decision-making, will ena-
ble more individualized intervention designs.



The way ahead

We advise translating the CoBoNu approach
into an applied digital tool. An example based
on the idea of Ono (2023) could be a digital
personalized Al agent/interface that incor-
porates ethical standards and is developed
as a complex system proposing the optimal
interventions aligned with the user’'s goal.
Notably, personal adaptation is crucial, be-
cause users perceive information differently.

Before conducting a quantitative study, in-
terviews and an exploratory workshop should
be organized to discuss and prototype such
a personalized agent/interface using the Hu-
man Systems Exploration method (Flemisch
et al, 2022; Preutenborbeck & Flemisch, 2026).
The paradigm of Human Systems Explora-
tion was inspired by the Exploratory Teams
of the NATO Science and Technology Organ-
ization and allows different stakeholders to
discuss necessary requirements and possible
designs of such a proposed tool. Using this
method provides an interdisciplinary tech-
nique to identify necessities and design ideas.

Concluding, the key advantage of the
CoBoNu approach is to support individuals'
decision-making in security-related situa-
tions by a combined approach of fostering
their decision-making competences and
nudging towards the self-determined goal.
A better understanding of how Boosts and
Nudges can be used in those situations will
positively contribute to the Future of De-
cision-Making project. It can especially be
used as an iterative guide to develop and
enhance existing support tools. Also, it can
increase awareness and strengthen resil-
ience. Further implementation efforts and
discussions on ethical eligibility are required.

Only with such ethical, value-based approach-
es as CoBoNu and its associated assistance
systems, future decision-makers can balance
human and technological characteristics and
benefit from the technological progress of Al.
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